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Appendix 1. Glossary of terms.
The glossary below represents our best attempt to identify clear and generally accepted definitions of common terms used in the resampling literature.  Such definitions are not always clearly explained in different resampling and statistical texts, and in some cases, different authors use the same term in different ways. Occasionally, some terms have been used (either implicitly or occasionally explicitly) in a contradictory manner.  Even worse, different authors—the current chapter authors included—have used different terms for the same concept.  In such cases, we used majority rule to assign definitions, but noted common synonyms (e.g., exhaustive randomization and exact permutation tests).  See the chapter text for specific examples where definitions are commonly conflated.  We hope that this glossary will prove a useful reference for clarifying the resampling terminology and making the literature more accessible.  Major sources for definitions include Sokal and Rohlf (1995), Good (2006), and Manly (2004).
Alpha: See type I error (alpha, significance level).

Balanced resampling design: Resampling design in which all observations are used the same number of times across the resampling method, ensuring efficient and precise estimation of some distribution moments such as the mean.

Bonferroni correction: Adjustment to individual alpha levels when conducting multiple independent tests or making multiple independent comparisons to ensure that the overall alpha level remains as specified.

Bootstrapping: Resampling method in which observations are taken at random and with replacement from an existing sample.

Central limit theorem: Theorem stating that as sample size increases, the means of samples drawn from a population of any distribution (assuming independent variables with finite means and variances) will approach the normal distribution.

Combination: An arrangement of objects in which their order does not matter. For example, set 1-2-3 is the same combination as set 3-2-1.

Combination with repetition (replacement): A combination in which objects are sampled with replacement; this is essentially a bootstrap. For example, sets 1-2-2 and 2-2-1 are two identical combinations with replacement from sample 1-2-3.
Data-based Monte Carlo: Resampling analysis that uses random sampling of empirical data within the framework of a specified model to evaluate hypotheses.

Exhaustive bootstrap: Bootstrap analysis using an exhaustive resampling design (i.e., a complete enumeration).

Exhaustive randomization (exact permutation test): See systematic data permutation.

Exhaustive resampling design: Resampling design in which all possible combinations are resampled once and only once.

Exhaustive resampling distribution: See systematic reference set.

Generalized (serial) Monte Carlo test: Resampling analysis, generally used in situations involving Markovian autocorrelation, where an iterative series of random swaps of individual empirical data values is used to generate a resampling distribution.

Implicit Monte Carlo: See model-based Monte Carlo.
Iteration (replicate): Number of times that resampling is repeated.  (Following general usage, we advise using iteration as a noun and replicate as a verb or adjective, as in, "The bootstrap algorithm used 10,000 iterations in which replicate pairs of samples were resampled with replacement.")

Jackknife: Resampling method in which a subsample is made by removing a single observation at random from an existing sample.  (But see text for additional variants on the jackknife.)
Model-based Monte Carlo (implicit Monte Carlo): Resampling analysis that uses random sampling of some parametric distribution within the framework of a specified model to evaluate hypotheses.

Monte Carlo approximation: Any resampling design that uses random sampling to approximate an systematic reference set (exhaustive resampling distribution).

Parametric bootstrap: Bootstrap resampling in which sampling is made from a known parametric distribution instead of the empirical sample itself.

Percentile confidence interval (naïve or primitive confidence intervals): Confidence interval obtained by choosing fixed percentiles in the tails of the resampling distribution.

Permutation: An arrangement of objects in which their order matters.  For example, set 1-2-3 is a different permutation than set 3-2-1.

Power: Probability of rejecting the hypothesis when the null hypothesis is false.  Calculated as 1 minus the probability of making a Type II error.

Probability density function: A continuous distribution, ordinarily illustrated as a curve, that represents the probability of observing a variable in a particular range.  (Compare with probability distributions that are discrete distributions.)

Probability mass function: A discrete distribution, ordinarily illustrated as a histogram that represents the probability of observing a variable of a particular value.  (Compare with probability density functions that are continuous distributions.)

p-value: The probability of observing a statistic as extreme or more extreme that that actually observed, if the null hypothesis were true.

Randomization (permutation): Nonparametric resampling method applied solely to a particular data set (i.e., that is not generalizable to the sampled population) that involves re-assigning observations without replacement to test the probability of observing some outcome.

Randomized data permutation: Permutation (randomization) test that randomly samples many data combinations to approximate an exhaustive resampling distribution (systematic reference set).

Rarefaction: Form of sample-standardization in which a parameter of interest is estimated for sample sizes smaller than that of the analyzed datasets by subsampling from those datasets without replacement. The resampling estimates can be done for one preset sample size (this protocol is often referred as subsampling) or for a successive series of increasingly smaller sample sizes, so the parameter value can be plotted as a function of  sample size (rarefaction curve).

Reference set (resampling distribution): See resampling distribution.

Replicate (iterate): Generally used as the adjectival or verb form of iteration.  See Iteration (replicate) for details.

Resampling distribution (reference set): Distribution of statistics obtained by a particular resampling method.

Sample standardization: Methods in which all datasets are standardized simultaneously in some fashion to make them more comparable to each other. Rarefaction/subsampling is a simple example of a standardization protocol, but such protocols may be much more complex.

Sampling distribution: A distribution of some statistic of interest sampled randomly at a given sample size from a population of observations.

Significance level: See type I error (alpha, significance level).

Subsampling: See rarefaction

Systematic data permutation: Permutation test involving all possible combinations of data to calculate an exact probabilistic outcome from a systematic reference set.

Systematic reference set: An exhaustive resampling distribution.

Two-sample bootstrap test: Bootstrap equivalent to a two-sample test (e.g., parametric t-test, non-parametric Mann-Whitney [Wilcoxon rank-sum] test, etc.).

Type I error (alpha, significance level): Error in which a true primary (null) hypothesis is rejected.  This is customarily symbolized as alpha=0.X, corresponding to a significance level of X%.

Type II error: Error in which a false null hypothesis is not rejected.

Uniform resampling design: Resampling design in which observations always are drawn at random with probability of 1/n, where n is the number of observations being resampled.  (Unlike balanced resampling, this design may draw some observations more than others, producing an inefficient estimation of distribution moments.)

REFERENCES
Good, P. I. 2006. Resampling Methods: A Practical Guide to Data Analysis. Birkhauser, Boston.

Manly, B. F. J. 2004. Randomization, Bootstrap and Monte Carlo Methods in Biology. Chapman & Hall, Cornwall, Great Britain.

Sokal, R. R., and F. J. Rohlf. 1995. Biometry. W.H. Freeman and Company, New York.



Appendix 2. R codes (Phil Novack-Gottshall, pnovack-gottshall@ben.edu)
################################################################

# Paleontological Society Short Course

# Chapter 2: "Resampling Methods in Paleontology"

# by Michal Kowalewski and Phil Novack-Gottshall

# R statistical language

# written 1/23/2010 by P. Novack-Gottshall

# e-mail: pnovack-gottshall@ben.edu

################################################################

rm(list=ls())



#Remove saved variables

windows(height=7, width=7, record=TRUE)

Code 2.1. Resampling in R: An introduction, warning, and useful functions

#          The standard function used in R to invoke bootstrap and jackknife resampling is sample().  However, there is a widely known behavior in this function (at least through version 2.9.2) that merits additional discussion here, both to prevent errors in resampling analyses and as a warning to not take your programming black-boxes for granted.  Observe the following behavior of this code (which is also taken verbatim from the sample() help file.

x <- 1:10

sample(x, replace=TRUE)
# A bootstrap resample

sample(x, replace=FALSE)
# A jackknife resample

sample(x[x>8], replace=TRUE)
# Correct: Resampled from 9 and 10

sample(x[x>9], replace=TRUE)
# Error! Resampled original set!

#          When the length of the element to be resampled has a length of 1, the function defaults to resampling from the original element, which may or may not be reasonable for your analyses.  The function recommended in the sample() help file is an improved function in that it returns the correct element (in the fourth example above, it correctly returns the value 10), but it defaults to a jackknife resample (with no replacement), even when a bootstrap is specified.

resample(x[x>9], size=3, replace=TRUE)

# Error! Should return: 10, 10, 10

# but incorrectly returns: 10

#          A better function, written by Phil Novack-Gottshall, is the following, which performs as expected for both the jackknife and bootstrap, and defaults to an error message in potentially troublesome conditions where potentially important information is left unspecified by the programmer.  Specifically, this function requires that you specify how to handle replacement in every case.  Note, however, that caution is generally warranted when resampling populations with a sample size of one.  The resample function is not used in the subsequent R code because sample works properly in the cases below and is a built-in function; but using resample() would yield the same results here.)
resample <- function(x, size, replace, ...)

if(length(x) <= 1) { if(!missing(size) && size == 0) x[FALSE] else

if(!missing(size) && size == 1) x else

if(!missing(replace) && identical(replace, TRUE)) rep(x, times=size) else

if(!missing(replace) && identical(replace, FALSE) && missing(size)) x else

if(!missing(replace) && identical(replace, FALSE) && !missing(size) && size > 1) return("Error: cannot take a sample larger than the population when 'replace = FALSE'") else

return("Error: Specify how to handle replacement") } else sample(x, size, replace, ...)

resample(x[x>9], size=3, replace=TRUE)
# Correctly returns 10, 10, 10
# Useful Function If Performing Long Resampling Procedures.

#          Regardless of one's programming skills, it is sometimes the case that a resampling algorithm takes a long time, or requires attention by the user.  In such cases, the following function is useful for sounding a noise to alert the programmer that a routine has completed, or that user attention is required.  (The program was written by James Horey, to whom many thanks are in order.)

beep <- function() { cat("\x07") }

beep()





#Computer "beeps"

# Starting with version 2.1.0, R includes a different built-in function, alarm(), in the standard R utility functions package that achieves the same result.

alarm()





#Computer "beeps"

# A Useful R Library for Bootstrap Resampling
#          An R library, boot (Canty and Ripley 2009), exists for conducting bootstrap resampling, although neither author of this chapter has used it in his research.  A useful feature is its ability to produce a variety of bootstrap confidence intervals, including basic, percentile, first order normal approximation, studentized approximation, and bias-corrected and accelerated bootstrap percentile (BCa) intervals.  An example applied to the mummies data set can be found in Code 2.3 below.
library(boot)

library(MASS)

attach(frets)
#Attach built-in data set of head measurements in sons of 25 families

data.boot <- boot(l1 - l2, function(x, i) l1[i] - l2[i], 1000)           # Bootstrap of difference of means with 1000 iterations

boot.ci(data.boot, conf=0.95, type=c("norm", "basic", "perc", "bca"))

Canty, A., and B. D. Ripley. 2009. boot: Bootstrap R (S-Plus) Functions.

Code 2.2. Mummified monks data with normal and t distributions

# Mummy data

mummies <- c(154, 157, 158, 161, 162, 162, 164, 171, 178, 205)

# Visualize mummy data in variety of ways

hist(mummies, prob=TRUE)


# As histogram

rug(mummies)




# As rug (shows each observation)

lines(density(mummies), col="orange")
# As probability density function

boxplot(mummies)




# As boxplot

# Observe empirical cumulative probability distribution assuming normally distributed, overlaying with ideal normal istribution

plot(130:210, pnorm(130:210, mean(mummies), sd(mummies)), type="l", col="orange", lty=2, lwd=2)

points(mummies, pnorm(mummies, mean(mummies), sd(mummies)), cex=2)

# Plot normal distribution (mean=176 and sd=1) and t distribution (d.f.=9)

mean <- mean(mummies)


# Observed mean of data

sd <- sd(mummies) 
# Observed st. dev. of data (=standard error of distribution of means)

n <- length(mummies)


# Observed sample size

mu <- 176




# Assumed population mean

seq <- seq(166, 186, .1)

# Range of values to plot

xlim <- range(seq)
# Common x-axis

ylim <- range(0, 1)
# Common y-axis

# Plot for arbitrary population with mean of 176 cm and standard error of 1 cm

# Note that these are scaled somewhat differently than in the accompanying figures and SAS code

# Plot normal probability density function

se <- 1
# Arbitrary standard error of 1 cm

plot(seq, dnorm(seq, mu, se), type="l", lwd=2, xlab="mean height (cm)", ylab="proportion", xlim=xlim, ylim=ylim, col="dark gray")

t.seq <- (seq - mu) / se
# Rescaled according to mean of 176 and std. error of 1

# Overlay t probability density function

lines(seq, dt(t.seq, (n-1)) , col="dark gray")

# Overlay cumulative probability distributions

lines(seq, pnorm(seq, mu, se), lwd=2)

lines(seq, pt(t.seq, (n-1)))

# Calculate cumulative probability of observing mummy mean from these distributions
pnorm(mean(mummies), mu, se)


# p = 6.8408e-19

z <- (mean(mummies) - mu) / se

# z-transform

pt(z, (n - 1))





# p = 5.1287e-06

# Plot now using standard error

se <- sd / sqrt(n)
# Standard error estimated from Eq. 1

plot(seq, dnorm(seq, mu, se), type="l", lwd=2, xlab="mean height (cm)", ylab="proportion", xlim=xlim, ylim=ylim, col="dark gray")

t.seq <- (seq - mu) / se

lines(seq, dt(t.seq, (n-1)) , col="dark gray")

# Overlay cumulative probability distributions

lines(seq, pnorm(seq, mu, se), lwd=2)

lines(seq, pt(t.seq, (n-1)))

# Calculate cumulative probability of observing mummy mean from these distributions
pnorm(mean(mummies), mu, se)


# p = 0.0318

z <- (mean(mummies) - mu) / se

# z-transform

pt(z, (n - 1))





# p = 0.04830

Code 2.3. Various statistical tests of mummified monks data

# t-test for Italian male example

t.test(mummies, mu=176.0)

# (Empirical) cumulative distribution of mummy data if normally distributed

m <- mean(mummies)

s <- sd(mummies)

plot(mummies, pnorm(mummies, m, s), type="b", xlab="height", ylab="cumulative probability", main="Empirical cumulative distribution")

# one-tailed probability of observing mean of mummies from normal distribution with mean 176 cm and Serr estimated from mummies

pnorm(mean(mummies), 176, sd(mummies)/sqrt(length(mummies)))
#p=0.0318

# Produce sampling distribution of normal distribution

hold <- rep(NA, 10000)

for(i in 1:10000) {

hold[i] <- mean(rnorm(10, 176.0, 15.002))

}

hist(hold, prob=TRUE)
#Sampling distribution as probability distribution

lines(density(hold))
#Overlaid with probability density function

# Resampled proportion less than or equal to observed [=one-tailed] closely approximates the probability above assuming normal distribution

abline(v=mean(mummies))

length(hold[hold<=mean(mummies)])/10000
# p ~ 0.0318!

# Wilcoxon sign rank test

wilcox.test(mummies, mu=176)


# p=0.1027

# Nonparametric sign test on mummy data

diff <- mummies - 176

neg <- length(diff[diff<0])



# Number of negative signs

pos <- length(diff[diff>0])



# Number of positive signs

if(pos > neg) smaller = neg else smaller = pos

# Binomial probability of observed frequency of positives and negatives assuming 50% binomial probability

# Multiply by two to make two-tail

2*pbinom(smaller, (neg + pos), 0.5)


# p=0.1094

# Observed probability distribution and probability density functions

hist(mummies, breaks=seq(150, 205, 5))


# Prob. distribution

plot(density(mummies))




# Prob. density function

# Produce bootstrap sampling distribution of mummy data

# Note that this code does not add 8.8 to values to center on modern mean of 176 cm!  Shape of distribution remains the same, but this is not used to estimate probabilities as in text and figure.

numrep <- 10000

hold <- rep(NA, numrep)

pool <- sample(rep(mummies, numrep), replace=FALSE)
#Balanced bootstrap

start <- seq(from=1, to=(length(pool) - length(mummies) + 1), by=length(mummies))

end <- seq(from=length(mummies), to=length(pool), by=length(mummies))

for(i in 1:numrep) {

hold[i] <- mean(pool[start[i]:end[i]])

}

hist(hold, prob=TRUE)
#Bootstrap resampling distribution

lines(density(hold))
#Overlaid with probability density function

#Calculate and print nice summary of classical and bootstrapped statistics

stats <- matrix(c(mean(mummies), sd(mummies)/sqrt(length(mummies)), mean(hold), sd(hold)), ncol=2)

rownames(stats) <- c("mean", "S.E.")

colnames(stats) <- c("classical", "bootstrap")

print(round(stats, 2))

# Using boot() library to produce bootstrap sampling distribution of mummy data

library(boot)



# Bootstrap library
data.boot <- boot(mummies, function(x, i) mean(x[i]), 2000)           # Bootstrap of means with 2000 iterations

plot(data.boot)


# Resampling distribution and cumulative distribution function

# Calculate various bootstrap confidence intervals: first order normal approximation, the basic bootstrap interval, the studentized bootstrap interval (requires estimate of variance), the bootstrap percentile interval, and the adjusted (accelerated bias-corrected] bootstrap percentile (BCa) interval
boot.ci(data.boot, conf=0.95, type=c("norm", "basic", "perc", "bca"))

# Classic parametric confidence intervals

SE <- sd(mummies)/sqrt(length(mummies))

round(mean(mummies)+qt(c(.025, .975), length(mummies)-1)*SE, 2)
Code 2.4. Isotelus trilobite data with various classical statistical analyses

# Isotelus trilobite data from two horizons

# Original trilobite sample mentioned in text

a <- c(190, 193, 209)

#Length of three trilobites from upper horizon

b <- c(169, 173, 178)

#Another sample, from a lower horizon

# Larger trilobite sample (to show congruity of statistical techniques at larger sample sizes)

# a <- c(189, 192, 189, 186, 198, 197, 199, 191, 201, 200, 205, 199, 188, 194, 204, 202, 198, 175, 180, 176)

# b <- c(178, 189, 191, 182, 198, 187, 176, 177, 187, 186, 187, 177, 192, 191, 190, 178, 198, 178, 198, 189)

# (Note that listed statistics below are not for these samples!)

# A boxplot

boxplot(a,b)

# Are samples normally distributed?  Test with Shapiro-Wilk test of normality

shapiro.test(a)

#Normal (p-value = 0.2815), but test is unreliable at such low sample sizes

shapiro.test(b)

#Normal (p-value = 0.8777), but test is unreliable at such low sample sizes

# t-test (assuming unequal variances):

t.test(a, b, var.equal=FALSE)
#p = 0.03905, but not appropriate given non-normality

# t-test (assuming equal variances):

t.test(a, b, var.equal=TRUE)
# p = 0.02042, but not appropriate given unequal variance and non-normality

# Mann-Whitney test (two-sample Wilcoxon test) with normal approximation

wilcox.test(a, b, correct=TRUE)

# p = 0.10

# Kruskal-Wallis test with chi-square approximation

kruskal.test(list(a, b)) 

# p = 0.04953

# Nonparametric sign test (Not strictly applicable here because data are not formally paired!)

diff <- a - b

neg <- length(diff[diff<0])



# Number of negative signs

pos <- length(diff[diff>0])



# Number of positive signs

if(pos > neg) smaller = neg else smaller = pos

# Binomial probability of observed frequency of positives and negatives assuming 50% binomial probability

# Multiply by two to make two-tail

2*pbinom(smaller, (neg + pos), 0.5) 

# p = 0.25

# Fisher's exact test (based on 2X2 contingency table of frequencies in sample above vs. below median, ignoring zeros)

a.table <- table(factor(sign(a-median(c(a,b))), levels=c("-1", "0", "1")), exclude=0)

b.table <- table(factor(sign(b-median(c(a,b))), levels=c("-1", "0", "1")), exclude=0)

table <- matrix(rbind(a.table, b.table), ncol=2, dimnames = list(sample = c("a", "b"), sign = c("-", "+")))

print(table)

fisher.test(table)




# p = 0.10

Code 2.5. Comparing parametric and bootstrap statistics for trilobite data

# Calculate standard error and 95% confidence intervals for each sample using balanced bootstrap and classical statistics:

numrep <- 10000

hold.a <- rep(NA, numrep)

hold.b <- rep(NA, numrep)

a.pool <- sample(rep(a, numrep), replace=FALSE)
#Balanced bootstrap pool

b.pool <- sample(rep(b, numrep), replace=FALSE)
#Balanced bootstrap pool

start <- seq(from=1, to=(length(a.pool) - length(a) + 1), by=length(a))

end <- seq(from=length(a), to=length(a.pool), by=length(a))

for (i in 1:numrep) {



#Create resampling distributions

hold.a[i] <- mean(a.pool[start[i]:end[i]])

hold.b[i] <- mean(b.pool[start[i]:end[i]])

}

#Calculate and print nice summary of statistics

a.SE <- sd(a)/sqrt(length(a))

b.SE <- sd(b)/sqrt(length(b))

a.stats <- c(mean(a), mean(hold.a), a.SE, sd(hold.a), mean(a)+qt(c(.025, .975), length(a)-1)*a.SE, quantile(hold.a, prob=c(.025, .975)))

b.stats <- c(mean(b), mean(hold.b), b.SE, sd(hold.b), mean(b)+qt(c(.025, .975), length(b)-1)*b.SE, quantile(hold.b, prob=c(.025, .975)))

stats<-cbind(sampleA=a.stats, sampleB=b.stats)

dimnames(stats)[[1]] <- c("mean", "res.mean", "S.E.", "res.S.E.", "Lower 2.5% CI", "Upper 2.5% CI", "res.Lower 2.5% CI", "res.Upper 2.5% CI")

print(round(stats, 2))

boxplot(hold.a, hold.b)

# Plot resampled distributions

hist(hold.a, col="black", border="white", xlab="Bootstrapped body size", main="Bootstrapped body size distribution", xlim=range(c(a,b)), prob=TRUE)

hist(hold.b, col="gray", border="white", prob=TRUE, add=TRUE)

abline(v=quantile(hold.a, prob=c(.025, .975)), col="black", lwd=2, lty=2)

abline(v=quantile(hold.b, prob=c(.025, .975)), col="gray", lwd=2, lty=2)

legend("top", legend=c("Sample A", "Sample B"), col=c("black", "gray"), pch=15, pt.cex=2, bg="white")

Code 2.6. Randomization and two-sample bootstrap tests of trilobite data

# Confirm number of combinations and permutations:

factorial(length(c(a,b))) / factorial (length(a))
# 120 permutations

choose(length(c(a,b)), length(a))  # 20 combinations of 3 from sample of 6

combinations <- combn(length(c(a,b)), length(a))

combinations






# Show 20 combinations

#Set some nice plotting parameters so graphs are on common scales:

windows(height=10, width=3, record=TRUE)

op <- par(mfrow=c(4, 1), mar=c(5, 4, 1, 0.1))

breaks <- seq(-40, 40, 5)

xlim <- range(breaks)

# SDP (exact permutation test) of sums of first samples

all <- c(a, b)

combinations <- combn(length(c(a,b)), length(a))

first <- matrix(all[combinations], nrow=ncol(combinations), byrow=TRUE)

sum.first <- apply(first, 1, sum)

hist(sum.first, col="black", border="black", xlab="Sum of group lengths", main="")

# title(main="Histogram of combinations in first group of trilobite sizes")

abline(v=sum(a), lty=2)



# Observed sum

abline(v=-sum(a), lty=2)



# Two-tailed

# One-tail test:

cat("One-tailed p=",length(sum.first[sum.first>=sum(a)])/length(sum.first), "\n")

# Two-tail test:

cat("Two-tailed p=", 2*length(sum.first[sum.first>=sum(a)])/length(sum.first), "\n")

# SDP (exact permutation test) of mean differences between trilobite samples

all <- c(a, b)

a.combinations <- combn(length(c(a,b)), length(a))

b.combinations <- combn(length(c(a,b)), length(b))

first <- matrix(all[a.combinations], nrow=ncol(a.combinations), byrow=TRUE)

second <- matrix(all[rev(b.combinations)], nrow=ncol(b.combinations), byrow=TRUE)

diff <- apply(second, 1, mean) - apply(first, 1, mean)

hist(diff, col="black", border="black", xlab="Mean size differences", main="", xlim=xlim, breaks=breaks)

# title(main="Histogram of mean difference between all trilobite combinations")

obs.diff <- mean(a) - mean(b)

abline(v=obs.diff, lty=2)



# Observed sum

abline(v=-obs.diff, lty=2)



# Two-tailed

# Two-tail p-value:

cat("p=",length(diff[diff>=obs.diff | diff<=-obs.diff])/length(diff), "\n")

# RDP of mean differences between trilobite samples

numrep <- 10000

all <- c(a, b)

diff <- array(NA, numrep)

for(i in 1:numrep) {

combination <- sample(all, replace=FALSE)

diff[i] <- mean(combination[1:length(a)]) - mean(combination[(length(a)+1):length(all)])

}

hist(diff, col="black", border="black", xlab="Mean size differences", main="", xlim=xlim, breaks=breaks)

# title(main="Histogram of mean differences between 1000 random trilobite combinations")

obs.diff <- mean(a) - mean(b)

abline(v=obs.diff, lty=2) 



# Observed sum

abline(v=-obs.diff, lty=2)



# Two-tailed

# Two-tail p-value:

cat("p=",length(diff[diff>=obs.diff | diff<=-obs.diff])/length(diff), "\n")

# Balanced bootstrap two-sample test

obs.diff <- mean(a) - mean(b)

numrep <- 10000

diff <- rep(NA, numrep)

pool <- sample(rep(c(a,b), numrep), replace=FALSE)
#Balanced bootstrap pool

start.a <- seq(from=1, to=(length(pool) - length(all) + 1), by=length(all))

start.b <- seq(from=length(a)+1, to=(length(pool) - length(b) + 1), by=length(all))

for (i in 1:numrep) {



#Create resampling distributions

diff[i] <- mean(pool[start.a[i]:(start.a[i]+length(a)-1)]) - mean(pool[start.b[i]:(start.b[i]+length(b)-1)])

}

hist(diff, col="black", border="black", xlab="Mean size differences", main="", xlim=xlim, breaks=breaks)

# title(main="Histogram of bootstrap size differences")

abline(v=obs.diff, lty=2)




# Observed difference

abline(v=-obs.diff, lty=2)




# Two-tailed
# One-tail p-value:

cat("p<",length(diff[diff>=obs.diff])/length(diff), "\n")

# Two-tail p-value:

cat("p<",length(diff[diff>=obs.diff | diff<=-obs.diff])/length(diff), "\n")

par(op)

# Reset graphing parameters to original

# Uniform bootstrap two-sample test (same as previous, but using uniform resampling design)

obs.diff <- mean(a) - mean(b)

all <- c(a, b)

numrep <- 10000

diff <- rep(NA, numrep)

for (i in 1:numrep) {

a.hat <- mean(sample(all, length(a), replace=TRUE))

b.hat <- mean(sample(all, length(b), replace=TRUE))

diff[i] <- a.hat - b.hat

}

hist(diff, col="black", border="black", xlab="Mean size differences", main="", xlim=xlim, breaks=breaks)

# title(main="Histogram of bootstrap size differences")

abline(v=obs.diff, lty=2)



# Observed difference

abline(v=-obs.diff, lty=2)



# Two-tailed

# Two-tail p-value:

cat("p<",length(diff[diff>=obs.diff | diff<=-obs.diff])/length(diff), "\n")

# A different way to do two-sample bootstrap test:

# Looking at the resampled distribution of expected mean differences

# Note that this is a one-sided test and uses uniform resampling

stat <- 0


# The expected difference under the null hypothesis

numrep <- 10000

hold <- rep(NA, numrep)

for (i in 1:numrep) {

a.hat <- mean(sample(a, 3, replace=TRUE))

b.hat <- mean(sample(b, 3, replace=TRUE))

hold[i] <- a.hat - b.hat

}

hist(hold, col="gray", border="white", xlab="Size difference between bootstrapped samples", main="Histogram of bootstrap size differences ", prob=TRUE, xlim=c(0, 35))

abline(v=stat)

cat("p<",(length(hold[hold<=stat]) + 1)/(length(hold)+1), "\n")

#Two-tailed confidence interval of resampling distribution:

quantile(hold, prob=c(.025, .975))

Code 2.7. General (serial algorithm) Monte Carlo tests of trilobite data

# based on serial algorithm in Manly 2004

n <- 100

m <- sample(1:n, 1)

hold <- rep(NA, n)

a.swap <- matrix(NA, nrow=n, ncol=length(a))

b.swap <- matrix(NA, nrow=n, ncol=length(b))

a.swap[m,] <- a

b.swap[m,] <- b

if(m>1) for (i in (m-1):1) {

first <- sample(length(a), 1)

second <- sample(length(b), 1)

a.swap[i,] <- a.swap[i+1,]

b.swap[i,] <- b.swap[i+1,]

a.swap[i,first] <- b.swap[(i+1),second]

b.swap[i,second] <- a.swap[(i+1),first]

}

if(m<n) for (i in (m+1):n) {

first <- sample(length(a), 1)

second <- sample(length(b), 1)

a.swap[i,] <- a.swap[i-1,]

b.swap[i,] <- b.swap[i-1,]

a.swap[i,first] <- b.swap[(i-1),second]

b.swap[i,second] <- a.swap[(i-1),first]

}

# cbind(a.swap, NA, b.swap)

# To observe swapped values

diff <- apply(a.swap, 1, mean) - apply(b.swap, 1, mean)

# Plot "time series" and resampled distribution

op <- par(mfrow=c(2, 1), mar=c(5, 4, 3, 1))

plot(1:n, diff, type="l", xlab="swap iteration", ylab="mean difference", main="Generalized (serial) Monte Carlo method")

points(m, diff[m], cex=2, pch=16, col="orange")
# Observed starting point

hist(diff, col="gray", border="white", xlab="Size differences between swapped values", main="Histogram of serially swapped differences", prob=TRUE)

abline(v=diff[m])

cat("p<",length(diff[diff>=diff[m] | diff<=-diff[m]])/length(diff), "\n")

par(op)

Code 2.8. Effect of number of iterations for parametric bootstrap

# Note that this script can take a few minutes to run because of the multiplicative effect of many iterations

# Note that this uses the uniform bootstrap resampling design

beep<-function() { cat("\x07") }
# Allows program to "beep" when completed

# Create parametric distribution from which to sample

mean <- 20




# Choose a mean

sd <- 5




# Choose a standard deviation

x <- rnorm(100, mean=mean, sd=sd)
#Create random normally distributed data set of 100 points

hist(x, prob=TRUE); lines(density(x), lty=2)

mean(x); sd(x); sd(x)/sqrt(length(x))

# Begin iterative sequence

num <- 5000

index <- round(10^seq(from=.6, to=4.5, by=(4.5-.6)/num))

#index <- sort(round(10^runif(num, 0.6, 5)))

samples <- data.frame(Numrep=NA, Mean=NA, SD=NA)

for(i in 1:num){

mean.stats <- array(NA)

for (j in 1:index[i]) {

mean.stats[j] <- mean(sample(x, replace=TRUE))

}

samples[i,1] <- index[i]

samples[i,2] <- mean(mean.stats)

samples[i,3] <- sd(mean.stats)

print(index[i])


#Way to keep track of where things are

}

beep()

windows(7, 7, record=TRUE)

#Calculate 95% confidence envelopes using 10% moving average

window.length <- num/10

mean.CIs <- matrix(NA, nrow=2, ncol=(num - window.length))

SE.CIs <- matrix(NA, nrow=2, ncol=(num - window.length))

for(j in 1:(num - window.length)){

mean.CIs[,j] <- quantile(100*(samples[j:(j + window.length - 1),2]-mean(x))/mean(x), c(.975, .025))

SE.CIs[,j] <- quantile(100*(samples[j:(j + window.length - 1),3] - sd(x) / sqrt(length(x))) / sd(x)/sqrt(length(x)), c(.975, .025))

}

nc <- ncol(mean.CIs)

# Plot on a common x-axis

xrange <- c(4, 10000)

#Plot of means

plot(samples[,1], samples[,2], main="Effect of number of iterations on mean", xlab="No. of iterations", ylab="Mean", xlim=xrange)

abline(h=mean(x), lty=2)

#Plot of percentage error from mean

plot(samples[,1], 100*(samples[,2]-mean(x))/mean(x), main="Effect of number of iterations on mean", xlab="No. of iterations", ylab="% deviation from mean", col="darkgray", xlim=xrange, xaxs="i", yaxs="i")

abline(h=0, lty=2)

abline(h=c(0.05, -.05), lty=2, col="red")


#0.05% error

lines(smooth.spline(samples[1:nc,1], mean.CIs[1,]), lwd=2)

lines(smooth.spline(samples[1:nc,1], mean.CIs[2,]), lwd=2)

#Log-plot of percentage error from mean

plot(log10(samples[,1]), 100*(samples[,2]-mean(x))/mean(x), main=expression(paste("Effect of ", log[10], " number of iterations on mean")), xlab=expression(paste(log[10], " (No. of iterations)")), ylab="% deviation from mean", col="darkgray", xlim=log10(xrange), xaxs="i", yaxs="i", cex.axis=1.1, cex.lab=1.4)

abline(h=c(-1, -.1, 0, .1, 1), lty=2, lwd=1.5)

lines(smooth.spline(log10(samples[1:nc,1]), mean.CIs[1,]), lwd=2)

lines(smooth.spline(log10(samples[1:nc,1]), mean.CIs[2,]), lwd=2)

#Plot of SEs

plot(samples[,1], samples[,3], main="Effect of number of iterations on S.E.", xlab="No. of iterations", ylab="Standard error")

abline(h=sd(x)/sqrt(length(x)), lty=2)

#Plot of percentage error from SE

plot(samples[,1], 100*(samples[,3] - sd(x) / sqrt(length(x))) / sd(x)/sqrt(length(x)), main="Effect of number of iterations on S.E.", xlab="No. of iterations", ylab="% deviation from S.E." , col="darkgray", xlim=xrange)

abline(h=0, lty=2)

abline(h=c(0.01, -.01), lty=2, col="red")


#0.01% error

lines(smooth.spline(samples[1:nc,1], SE.CIs[1,]), lwd=2)

lines(smooth.spline(samples[1:nc,1], SE.CIs[2,]), lwd=2)

#Log-plot of percentage error from SE

yrange <- c(-.6, .6)

plot(log10(samples[,1]), 100*(samples[,3] - sd(x) / sqrt(length(x))) / sd(x)/sqrt(length(x)), main=expression(paste("Effect of ", log[10], " number of iterations on S.E.")), xlab=expression(paste(log[10], " (No. of iterations)")), ylab="% deviation from S.E." , col="darkgray", xlim=log10(xrange), ylim=yrange, xaxs="i", yaxs="i", cex.axis=1.1, cex.lab=1.4)

abline(h=c(-1, -.5, -.1, -.05, 0, .05, .1, .5, 1), lty=5, lwd=1)

lines(smooth.spline(log10(samples[1:nc,1]), SE.CIs[1,]), lwd=2)

lines(smooth.spline(log10(samples[1:nc,1]), SE.CIs[2,]), lwd=2)
Code 2.9. Uniform and balanced bootstrap resampling designs

# Demonstration of different bootstrap resampling designs

x <- rgeom(10, prob=.01)

# Very skewed sample of 10 points

mean(x)

hist(x)




# Notice it's very skewed

se <- sd(x)/sqrt(length(x))

# Parametric standard error

se

ci.95 <- c(mean(x) - (2 * se) , mean(x) + (2 * se))

ci.95
# Parametric 95% confidence intervals (not valid here because of non-normality)

# Uniform bootstrap (without linear correction)

numrep <- 2000

hold <- rep(NA, numrep)

for(i in 1:10000) {

hold[i] <- mean(sample(x, replace=TRUE))

}

hist(hold)
# Notice resampling distribution is also skewed

mean(hold)




# Mean: Not identical to expected!

sd(hold)





# Standard error

quantile(hold, prob=c(.025, .975))
# 95% confidence interval

# Balanced bootstrap

numrep <- 2000

y <- sample(rep(x, numrep), replace=FALSE)#Bal. bootstrap pool

hold <- rep(NA, numrep)

start <- seq(from=1, to=(length(y) - length(x) + 1), by=length(x))

end <- seq(from=length(x), to=length(y), by=length(x))

for(i in 1:numrep) {

hold[i] <- mean(y[start[i]:end[i]])

}

hist(hold)



# Notice resampling distribution is also skewed

mean(hold)





# Mean: Yes, it's as expected!

sd(hold)





# Standard error

quantile(hold, prob=c(.025, .975))
# 95% confidence interval
Code 2.10. Monte Carlo analysis of correlation coefficient

# Correlation analysis using Monte Carlo subsampling to incorporate inherent bias in null model because richness and abundance are not independent variables (see Novack-Gottshall and Miller 2007 for discussion)

library(plotrix)
#Install library to allow size-proportional plotting of overlapping points

windows(height=7, width=7, record=TRUE)

op <- par(mfrow=c(2, 1), mar=c(5, 4, 1, 0.5))

# Data are sample species richness and abundance for bivalves in 27 Late Ordovician (Type Cincinnatian) samples

biv.rich <- c(2, 3, 2, 2, 0, 2, 7, 7, 11, 11, 9, 3, 1, 1, 2, 3, 1, 0, 0, 3, 0, 1, 3, 2, 0, 1, 1)

biv.abund<-c(12, 11, 3, 4, 0, 2, 24, 32, 33, 24, 21, 4, 2, 2, 5, 7, 1, 0, 0, 6, 0, 1, 8, 2, 0, 1, 1)

# Plot trends.

# One is added to each variable before logging to allow plotting of samples lacking bivalves.

sizeplot(log10(biv.abund+1), log10(biv.rich+1), xaxs="i", yaxs="i", xlab="log10(abundance)", ylab="log10(richness)", pch=19, col="black", scale=2)

abline(0,1, lty=2)





# Constraint region

# Raw linear regression, using only samples with bivalve occurrences

rich <- log10(biv.rich[biv.rich>0] + 1)

abund <- log10(biv.abund[biv.abund>0] + 1)

l <- length(rich)

# Linear regression

lm<-lm(rich ~ abund)

summary(lm)

stat <- cor(rich, abund)

stat

# Monte Carlo routine to resample samples with inherent dependency among variables

numrep <- 2000

cor <- array(NA, numrep)

for (i in 1:numrep) {

resample <- matrix(NA, nrow=2, ncol=l)

resample[1,] <- sample(abund, replace=TRUE)

for (j in 1:l) {

resample[2,j] <- sample(rich[rich<=resample[1,j]], 1)

}

cor[i] <- cor(resample[1,], resample[2,])

}

hist(cor, col="black", border="black", xlab="correlation coefficient (r)", main="", xlim=c(-.25, 1))

abline(v=stat, lty=2)




# Observed correlation

# Two-tail p-value:

cat("p <",round((1+length(cor[cor>=stat | cor<=-stat]))/(1+length(cor)), 4), "\n")

par(op)

Appendix 3. SAS & SAS/IML codes (M. Kowalewski, michalk@vt.edu)
Code 3.1. Parametric distributions applied to the example of 10 mummified monks.

___________________________________________________________

****************************;

* Paleontological Society Short Course;

* Chapter 2: "Resampling Methods in Paleontology";

* by Michal Kowalewski and Phil Novack-Gottshall;

* CODE 1;

* SAS/IML;

* written 1/23/2010 by M. Kowalewski (michalk@vt.edu);

****************************;

*SAS/IML Code 1. Exploring sampling distributions;

****************************;

* Part 1.0. Data entry (the example of 10 mummified monks, see text for details);

data mummies;

  infile cards;

  input height;

  cards;

154

157

158

161

162

162

164

171

178

205

;

* carry out a univariate analysis of the data;

proc univariate data=mummies mu0=176;

 var height;

****************************;

*Part 1.1. Exploring normal and t distributions;

*IMORTANT NOTE: Example 1.1 is methodologically incorrect in assuming arbitrary standard error;

*The only point here is to show that if an arbitrary standard error is assumed, results are meaningless;

*Set the following macrovariables;

%let stderr=1; * set arbitrarily the standard error (i.e., standard deviation of the sampling distribution);

%let nullmean=176; * set the mean for the tested null hypothesis;

%let n=10;  * set the sample size;

%let actmean=167.2; * enter the actual mean of the evaluated sample;

proc iml; * -invoke interactive matrix languague;

do i=-10 to 10 by 0.01;
* - start iterative loop;

 z=&stderr*i+176; * - rescale z (center on assumed mean and rescale by the assumed stderr);

 t=&stderr*i+176; * - rescale z (center on assumed mean and rescale by the assumed stderr);

 df=&n-1; * - compute df (degrees of freedom) for t distribution;

 pt=probt(i,df); * - generate cumulative probability values of t function for a given i value;

 pn=probnorm(i); * - generate cumulative probability values of normal function for a given i value;

 pdf_n=pdf('normal',i);
* generate a probability density function for normal z distribution;

 pdf_t=pdf('t',i,df); * generate a probability density function for t distribution;

 v=z||pn||t||pt||pdf_n||pdf_t||i; * - assemble all values into a row vector;

 f=f//v; * - append each vector into a dataset;

end; * - end iterative loop;

* - create an output dataset readable by standard SAS/STAT;

create out1 from f;

 append from f;

close out1; 

* - compute 1-tailed and 2-tailed probability values using normal and t distributions;

* - An arbitrary standard error of 1 is assumed without any justification;

print 'IMPORTANT NOTE: This analysis assumes an arbitrary standard error, and the results are meaningless';

p_t=probt(&actmean-&nullmean,df);

print 'one-tailed probability for H[0] mean>=null mean (t distribution)' p_t;

p_t2=2*(1-probt(abs(&actmean-&nullmean),df));

print 'two-tailed probability for H[0] mean=null mean (t distribution)' p_t2;

p_n=probnorm(&actmean-&nullmean);

print 'one-tailed probability for H[0] mean>=null mean (normal distribution)' p_n;

p_n2=2*probnorm(-abs(&actmean-&nullmean));

print 'two-tailed probability for H[0] mean=null mean (normal distribution)' p_n2;

* - setup a new dataset with re-labeled variables; 

data rep1; 

 set out1;

 nor=col1;

 pnor=col2;

 t=col3;

 pt=col4;

 pdf_n=col5;

 pdf_t=col6;

 i=col7;

 drop col1-col7;

proc print data=rep1; * - print data;

proc plot data=rep1; * - plot t and normal distribution;

                     * - note that x axis is rescaled using "haxis=", remove if other date used);

 plot pnor*nor='*' /haxis=166 to 186 by 1;

 plot pdf_n*nor='*' /haxis=166 to 186 by 1;

 plot pt*t='*' /haxis=166 to 186 by 1;

 plot pdf_t*t='*' /haxis=166 to 186 by 1;

****************************;

*Part 1.2. exploring Parametric approach;

*Set the following macrovariables;

%let nullmean=176; * set the mean for the tested null hypothesis;

proc iml;

 use mummies; * identify the name of the dataset;

 read all into X; * read all variables from that dataset into a matrix X (column vector in this case);

 mean=sum(X)/nrow(X); * compute arithmetic mean;

 dev=X-shape(mean,nrow(X),1); * compute deviations from the mean;

 ssq=sum(dev#dev); * square deviations and sum them;

 var=ssq/(nrow(X)-1); * compute variance;

 std=sqrt(var); * compute standard deviation;

 stderr=std/sqrt(nrow(X)); * compute parametric standard error for means; 

 tstat=(mean-&nullmean)/stderr; * compute t statistic for the tested null hypothesis;

 print 'basic data info

       (should match those reported above in PROC UNIVARIATE analysis of the variable "HEIGHT")'

        mean ssq std var stderr tstat;

do i=-10/stderr to 10/stderr by 0.01; * - start iterative loop;

 i=round(i,.01);

 z=round(stderr*i+176,.01); * - rescale z (center on assumed mean and rescale by the assumed stderr);

 t=round(stderr*i+176,.01); * - rescale z (center on assumed mean and rescale by the assumed stderr);

 df=nrow(X)-1; * - compute df (degrees of freedom) for t distribution;

 pn=probnorm(i); * - generate cumulative probability values of normal function for a given i value;

 pt=probt(i,df); * - generate cumulative probability values of t function for a given i value;

 pdf_n=pdf('normal',i);
* generate a probability density function for normal z distribution;

 pdf_t=pdf('t',i,df); * generate a probability density function for t distribution;

 v=z||pn||t||pt||pdf_n||pdf_t||i; * - assemble all values into a row vector;

 f=f//v; * - append each vector into a dataset;

end; * - end iterative loop;

* - create an output dataset readable by standard SAS/STAT;

create out2 from f;

 append from f;

close out2; 

* - compute 1-tailed and 2-tailed probability values using normal and t distributions;

* - A standard error is estimated using standard deviation of the actual sample;

p_t=probt((mean-&nullmean)/stderr,df);

print 'one-tailed probability for H[0] mean>=null mean (t distribution)' p_t;

p_t2=2*(1-probt(abs((mean-&nullmean)/stderr),df));

print 'two-tailed probability for H[0] mean=null mean (t distribution)

      NOTE: the value should match p value (for t test) reported by PROC Univariate above'

      p_t2;

p_n=probnorm((mean-&nullmean)/stderr);

print 'one-tailed probability for H[0] mean>=null mean (normal distribution)' p_n;

p_n2=2*probnorm(-abs((mean-&nullmean)/stderr));

print 'two-tailed probability for H[0] mean=null mean (normal distribution)' p_n2;

* - setup a new dataset with re-labeled variables; 

data rep2;

 set out2;

 nor=col1;

 pnor=col2;

 t=col3;

 pt=col4;

 pdf_n=col5;

 pdf_t=col6;

 i=col7;

 drop col1-col7;

proc print data=rep2; * - print data;

proc plot data=rep2; * - plot t and normal distribution;

 plot pnor*nor='*' /haxis=166 to 186 by 1;

 plot pdf_n*nor='*' /haxis=166 to 186 by 1;

 plot pt*t='*' /haxis=166 to 186 by 1;

 plot pdf_t*t='*' /haxis=166 to 186 by 1;

****************************;

*Part 1.3. exploring Parametric approach - can we duplicate Part 1.2 using simulations?;

*Set the following macrovariables;

 %let std=15.0022221; * - standard deviation estimated from the sample;

 %let act_mean=167.2; * - actual sample mean;

 %let null_mean=176; * - null hypothesis mean;

 %let times=10000; * - number of random samples;

 %let n=10;
* - number of observations [n] in a given sample;

* create random samples from a normal distribution;

data null;

 do i=1 to &times;

  do j=1 to &n;

   mummy=&std*(rannor(0))+&null_mean;

   output;

  end;

 end;

* compute means for all random samples;

proc univariate data=null noprint;

 by i;

 var mummy;

 output out=r1 mean=mean;

* conduct univariate analysis of sample means;

* Note: - n should equal number of iterations

        - standard deviation should estimate parametric standard error

        - mean should approximate null hypothesis mean;

proc univariate data=r1;

 var mean;

* evaluate each random sample in terms of a two-tailed null hypothesis mean=176;

data simul;

 set r1;

 if mean <=&act_mean then p1=1/&times;

 else p1=0;

 if mean >=&null_mean+abs(&act_mean-&null_mean) then p2=1/&times;

 else p2=0;

 pp=p1+p2; * sum up significant samples to estimate 1-tailed and 2-tailed p value;

 bin=round(mean,.25); * created rounded mean value to facilitate chart plotting;

proc univariate data=simul noprint;

 var p1 p2 pp;

 output out=r2 sum=p_1t p_2t p_both_tails;

proc print data=r2; * print results;

* create a frequncy table for plotting charts;

proc freq data=simul noprint;

 tables bin /out=r3;

proc print data=r3;

run;

quit;

___________________________________________________________

Code 3.1A. One-sample parametric and non-parametric univariate tests using Proc Univariate.
Null hypothesis is 176cm and the single sample represents the ten mummified monks discussed in the text.

___________________________________________________________

****************************;

* Paleontological Society Short Course;

* Chapter 2: "Resampling Methods in Paleontology";

* by Michal Kowalewski and Phil Novack-Gottshall;

* SAS/IML CODE 1A;

* written 3/10/2010 by M. Kowalewski (michalk@vt.edu);

****************************;

data monks;

infile cards;

input length;

null=length-176;

cards;

154

157

158

161

162

162

164

171

178

205

;

proc print;

proc univariate mu0=0;

var null;

run;

quit;

___________________________________________________________

Code 3.2. Resampling distributions derived from the sample of 10 mummified monks using a Balanced Bootstrap approach.

___________________________________________________________

****************************;

* Paleontological Society Short Course;

* Chapter 2: "Resampling Methods in Paleontology";

* by Michal Kowalewski and Phil Novack-Gottshall;

* SAS/IML CODE 2;

* written 1/23/2010 by M. Kowalewski (michalk@vt.edu);

****************************;

*SAS/IML Code 2. Relaxing the assumption of normality;

****************************;

* Part 1.0. Data entry (the example of 10 mummified monks, see text for details);

data mummies;

  infile cards;

  input height;

  cards;

154

157

158

161

162

162

164

171

178

205

;

proc univariate data=mummies mu0=176; *univariate analysis of the data;

 var height; *defines variable to be analyzed;

* PART 2: Bootstrap analysis for H[0]: mean=0 for data from example 7.2 above ***;

OPTIONS linesize=80 nodate;

**********(Enter these values)***************************;

%let times=10000;   *Number of iterations;

%LET NULL=176;      *True mean of the population under the null hypothesis;

%LET SAMPLE=167.2; *The observed mean in the evaluated sample;

**************************************************;

PROC iml symsize=1000 worksize=1000;  *Sets memory allocations;

USE mummies;                              *Defines SAS data to be used;

READ all into X;





*Reads data into a matrix X

                                        (note: in this case X is a vertical vector;

START RANVEC(in,v_out);               *Creates a vector of random integers;

      k=nrow(in);

      v_index=in;

   do i=1 to k;

      rand=floor((k-i+1)*ranuni(0) + 1);

      v_ran=v_ran||v_index[rand];

      v_index=remove(v_index,rand);

   end;

      v_out=v_ran;

FINISH RANVEC;

START MIXUP(X,times,template);          *Creates a template of random values;

      n=nrow(X);

      template=t(1:n)*j(1,times,1);

   do i=1 to times;

      run ranvec(template[,i],out);

      template[,i]=t(out);

   end;

   do i=1 to n;

      run ranvec(t(template[i,]),out);

      template[i,]=out;

   end;

FINISH MIXUP;

START BOOT(in,times,out); *Defines final simulation model;

      X=in;        *Passes data into vector X;                       

      n=nrow(X);  *Finds length of the vector (i.e., sample size);

      dm=sum(X)/n-&null;  *Computes the difference between the sample mean and null value;

      var=(sum(X##2)-sum(X)**2/nrow(X))/(n-1); *Computes sample variance;

      stderr=sqrt(var/n); *Computes parametric standard error;

      t=dm/stderr;       *Computes student's t-statistic;

      PRINT t;           *Prints the actual t value (should match value computed above by PROC UNIVARIATE);

      run mixup(X,times,template); *Creates n ("times") random samples from original data;

      do i=1 to times;    *Starts a do loop repeated "times" times; 

        y=X[template[,i]]; *Selects a random sample sequentially (a vector from the matrix);

        nr=nrow(Y);
*Finds sample size of a random sample;



rm=sum(Y)/nr; *Finds mean of a random sample;

        rdm=rm-&null; *Finds difference between random sample mean and null value;



nullm=rm+abs(dm); *Computes a recentered mean (cenetered on the null value);

        rvar=(sum(Y##2)-sum(Y)**2/nrow(Y))/(nr-1); *computes variance of a random sample; 

        rerr=sqrt(rvar/nr);
 *estimates standard error of a random sample;

        trand=rdm/rerr; *computes t value for a randomm sample;



out1=rm||rdm||nullm||rvar||rerr||trand; *appends selected parameters into a horizontal vector;

        out2=out2//out1; * appends horizontal vectors out1 from consecutive iterations into a matrix;

        end;

        out=out2; * creates the final output after iterative loop has been finalized;

FINISH BOOT;

***********************RUN BOOTSTRAP MODULE**********************;

RUN boot(X,&times,dist);     *- Executes the analysis and defines parameters used;

CREATE OUT from dist;       *- Creates an output datafile;

append from dist;

CLOSE OUT;

QUIT;

RUN;

****************************************;

Data result;

  set OUT;

  r_mean=col1;

  d_mean=col2;

  c_mean=col3;

  bin=round(c_mean+0.25*rannor(0),.25);

  r_var=col4;

  r_err=col5;

  t_rand=col6;

  if r_mean>=&null then p1=1/&times; *evaluates one-tailed hypothesis mean>=mean;

  else p1=0;

  if r_mean<=&sample-abs(&null-&sample) then p2=1/&times; *computes the second tail;

  else p2=0;

  pboth=p1+p2;
*evaluates two-tailed hypothesis;

  if c_mean<=&sample then pc1=1/&times; *uses reccentered means to repeat the same hypothesis evaluation;

  else pc1=0;

  if c_mean>=&null+abs(&null-&sample) then pc2=1/&times;

  else pc2=0;

  pc2=pc1+pc2;

  pcboth=pc1+pc2;

  drop col1-col6;

PROC PRINT DATA=result;
*prints complete output of the simulation;

PROC GCHART data=result; *plots frequency charts for each output variable spearately;

        vbar r_mean;

        vbar d_mean;

        vbar c_mean;

        vbar r_var;

        vbar r_err;

        vbar t_rand;

PROC UNIVARIATE data=result; *univariate analyses of selected output variables;

  var r_mean c_mean t_rand;

PROC UNIVARIATE data=result noprint; * computes p values by summing individual significance values;

  var p1 p2 pboth pc1 pc2 pcboth;

  output out=result2 sum=p1 p2 pboth pc1 pc2 pcboth;

PROC PRINT data=result2; * prints significance values;

PROC FREQ data=result; *created a table for plotting charts in excel for re-centered means;

 tables bin;

run;

QUIT;

___________________________________________________________

Code 3.3. Randomization and Balanced Bootstrap simulation illustrated using the trilobite example.

________________________________________________________________________
****************************;

* Paleontological Society Short Course;

* Chapter 2: "Resampling Methods in Paleontology";

* by Michal Kowalewski and Phil Novack-Gottshall;

* SAS/IML CODE 3;

* written 2/14/2010 by M. Kowalewski (michalk@vt.edu);

****************************;

********** Macrovariables ***;

%let TIMES=5000;             *--number of times to randomize;

%let DATASET=trilobite;      *--name of sasdataset containg data;

%let VAR=trilobite;          *--name of variable to use;

%let n1=3;                  *--sample size for first sample;

%let n2=3;                  *--sample size for second sample;

%let type=2;                 *--choose "1" for randomization or "2" for bootstrap;

********************************;

data trilobite;

  infile cards;

  input trilobite horizon $;

  cards;

188 upper

194
upper

201
upper

170
lower

176
lower

183
lower

;

PROC IML;

USE &dataset;

READ all var{&var} into X;

START RANVEC(in,v_out);

      k=nrow(in);

      v_index=in;

   do i=1 to k;

      rand=floor((k-i+1)*ranuni(0) + 1);

      v_ran=v_ran||v_index[rand];

      v_index=remove(v_index,rand);

   end;

      v_out=v_ran;

finish ranvec;

START MIXUP(X,times,template);

      n=nrow(X);

      template=t(1:n)*j(1,times,1);

   do i=1 to times;

      run ranvec(template[,i],out);

      template[,i]=t(out);

   end;

   do i=1 to n;

      run ranvec(t(template[i,]),out);

      template[i,]=out;

   end;

finish mixup;

START DMEAN(X1,X2,D);

      m1=sum(X1);

      m2=sum(X2);


  D=m1//m2;

finish dmean;

START BOOT(Y,times,dist);

    X1=Y[1:&n1,];

    X2=Y[&n1+1:&n1+&n2,];

    run dmean(X1,X2,ad);


maxsum=max(ad);

    print 'actual maximum sum of lengths is' maxsum;

    X=X1//X2;

    k=nrow(X1);  j=nrow(X2);

    run mixup(X,times,template);

  do i=1 to times;

    Y1=X[template[1:k,i]];

    Y2=X[template[(k+1):(k+j),i]];

    run dmean(Y1,Y2,D);

    Dq=Dq//D;

  end;

  dmean=Dq;

  act=shape(maxsum,nrow(dmean),1);

  dist=dmean||act;

finish boot;

start rand(Y,times,dist);

    X1=Y[1:&n1,];

    X2=Y[&n1+1:&n1+&n2,];

    run dmean(X1,X2,ad);


maxsum=max(ad);

    print 'actual sums of lengths are' maxsum;

    X=X1//X2;

     do i=1 to times;

       run ranvec(X,out);

       out1=t(out[,1:&n1]);

       out2=t(out[,&n1+1:&n1+&n2]);

       run dmean(out1,out2,rd);

       Dq=Dq//rd;

     end;

  dmean=Dq;

  act=shape(maxsum,nrow(dmean),1);

  dist=dmean||act;

finish rand;

if &type=1 then run rand(X,&times,dist);

if &type=2 then run boot(X,&times,dist);

create OUT from dist [colname={'Dmean' 'Act'}];

     append from dist;

close OUT;

proc print;

proc univariate normal data=out;

   var Dmean;

proc chart data=out;

   vbar Dmean;

data prob;

      set out;

      if dmean=>act then p=1/&times;

      else p=0;

proc univariate data=prob noprint;

      var p;

      output out=last sum=p N=n;

data final;

      set last;


  if &type=2 then model='bootstrap';


  else model='randomization';

      keep p n model;

PROC PRINT data=final noobs split='*';

        label n='number of iterations';

        label p='two-tailed probability H[0]: mean1 NE mean2';

        label model='type of simulation';

        run; 



quit;

________________________________________________________________________
Code 3.4. Single-sample rarefaction (after Scarponi and Kowalewski, 2007).

_____________________________________________________________________________________________

************************************************************************

DESCRIPTION

This code performs a single-sample rarefaction or sub-sampling depending on the definition of macro-variables listed directly below. A dataset should consist of a single column of values. Each row represents a different taxon (e.g., species). Each value represents a number of specimens representing that species. The number of rows with non-zero values represents sample diversity (taxon richness).

************************************************************************

SAS/IML Code written by Michal Kowalewski (Virginia Tech). This version last updated on March 15, 2010
************************************************************************

NOTES

1. This code performs a single-sample rarefaction or sub-sampling depending on the definition of macro-variables listed directly below.

2. The dataset should consist of a single column of values.

3. Each row represents a different taxon (e.g., species).

4. Each value represents number of specimens representing that species.

5. The number of rows with non-zero values represents sample diversity (taxon richness).

6. Zero values are allowed, but will be disregarded.

7. The sum of values across rows represents the total number of specimens (sample size).

WARNINGS

1. At small sub-sampling levels, species richness (sub-sampled diversity) may be 1.

Consequently, H and Hmax are both zero and E cannot be computed (and is reported as missing value).

Concurrently, D and De will be 1.

2. The outputs are not rounded.

3. For larger samples (>1000 specimens), running time-efficient simulation can be achieved either by setting low iteration number (100 is usually sufficient to get decent estimates) or by using a fast desktop.

4. Start with a small number of iterations (times=10) to make sure the program works and to assess how long it takes to run iterations. Note that the computational time increases at a non-linear rate with the number of iterations. That is, if it takes 1 minute to run 100 iterations, 1000 iterations typically will take MUCH MORE time than 10 minutes.

EXPLANATION OF SYMBOLS USED IN THE OUTPUTS

OUTPUT 1: The raw re-sampling output showing results for each iteration (WORK.REPORT)

diver - species richness for a given subsample in a given iteration

maxtax - the percentage abundance of the most abundant taxon

H - Shannon Diversity Index

E - Shannon Evenness Index

D - Simpson Diversity Index

De - Simpson Evenness Index

n - subsampled sample size

iter - iteration number

OUTPUT 2: The summary estimates from the simulations (WORK.FINAL2)

n - subsampled sample size

iter - number of iterations

maxtax - the percentage abundance of the most abundant taxon

div - mean diversity (averaged across a given set of iterations)

H - Shannon Diversity Index

E - Shannon Evenness Index

D - Simpson Diversity Index

De - Simpson Evenness Index

std_div - standard deviation of a given variable (e.g., std of diversity)

P_div2_5 - lower 95% confidence limit (2.5 percentile) for a given variable

P_div25 - lower 50% confidence limit (25 percentile) for a given variable

P_div75 - upper 50% confidence limit (75 percentile) for a given variable

P_div97_5 - upper 50% confidence limit (97.5 percentile) for a given variable

SE_P_div - mean diversity plus 1 standard error

SE_M_div - mean diversity minus 1 standard error

********************************************************************;

* THE CODE BEGINS HERE;

OPTIONS linesize=256 pagesize=5000;

*--ENTER THESE MACROVARIABLES;

%let times=1000; * - number of iterations;

%let raref='yes'; * - type "'yes'" to generate a rarefaction curve and 'no' to perform subsampling standardization;

*NOTE! If "choose='no'" you must specify the macrovariable "number" defined below (any integer smaller than your sample size);

*--RAREFACTION MACROVARIABLES;

%let cut=6; * - rarefaction sample step (an integer);

%let auto='yes'; * - type "'yes'" to carry out a rarefaction up to the actual sample size;

*NOTE! If "auto='no'" then define macrovariable 'max' below);

%let max=100; * - maximum rarefaction sample size;

*--SUBSAMPLING MACROVARIABLES;

%let number=30; * - a standardized sample size (any pre-selected integer value SMALLER THAN your original sample);

**********************************************************************;

*ENTER DATA

Note 1: Replace a column of grey-highlighted numbers with your data.

Note 2: You can simply copy-and-paste from Excel or other file containing your data.

Note 3: No missing values are allowed.

Note 4: Zero values are allowed.

Note 5: Only integers are allowed.

After completing all above steps you should be ready to run your data. Click on a running man on the SAS taskbar;

**********************************************************************;

DATA new; * this data step will generate a sas-dataset called 'new';

        infile cards;

        input loc1;
        if loc1>0;
cards;

0

0

2

0

0

1

0

2

0

13

84

0

;

run;

Title1'Single-sample rarefaction (SAS/IML)';

Title2'written by M. Kowalewski, 02/17/2005';

Title3'diversity indices of the actual sample';

PROC iml; * - start iml code;

USE new;

READ all var _num_ into V;

X=t(V);

START weight (X,Y); * - MODULES FOR ITERATIVE RESAMPLING;

  k=ncol(X);

   do i=1 to k;

     s=X[1,i];

     z=repeat(i,1,s);

     zz=zz||z;

   end;

   zzz=t(zz);

   Y=zzz;

FINISH weight;

START ranvec(in,frac,v_out);

      k=nrow(in);

      v_index=in;

   do i=1 to k;

      rand=floor((k-i+1)*ranuni(0) + 1);

      v_ran=v_ran||v_index[rand];

      v_index=remove(v_index,rand);

   end;

      temp=t(v_ran[,1:frac]);

      v_out=temp;

FINISH ranvec;

START recr(X,frac,out);

      k=ncol(X);

      run weight(X,Y);

      run ranvec(Y,frac,YY);

      do i=1 to k;

      a=i#(YY=i);

          ab=sum(a)/i;

      abun=abun//ab;

      end;

      out=abun;

FINISH recr;

START INDEX(Y,S,H); * - MODULES USED FOR COMPUTING EVENNESS METRICS;

  X=Y;

  S=nrow(X);

  P=X/sum(X);

  H=-sum(P#log(P));

FINISH INDEX;

START FINAL(X,out);

        Y=X;

                Z=(Y/shape(sum(Y),nrow(Y),1));

                D=1/sum(Z#Z);

                De=D/nrow(Y);

        Ymax=shape(sum(Y)/nrow(Y),nrow(Y),1);

        run index(Y,S,H);

        run index(Ymax,Smax,Hmax);

        if Hmax=0 then E=.;

                else E=H/Hmax;

        out=H||E||D||De;

FINISH FINAL;

START STATS(X,outstat); * - MODULES EXECUTING THE RAREFACTION SIMULATION;

    Z=t(X); * - data (counts of specimens);

    Div=ncol(loc(Z>0)); * - number of taxa in a sample;

        N=sum(Z); * - number of specimens in a sample;

        truenonzero=Z[loc(Z>0)];

        truemax=max(truenonzero)/sum(truenonzero);

        run final(truenonzero,even);

        t1=even[,1];

        t2=even[,2];

        t3=even[,3];

        t4=even[,4];

                print 'actual sample diversity' Div;

        print 'actual sample size' N;

                print 'shannon diversity index H' t1;

                print 'shannon evenness index E' t2;

                print 'Simpson diversity index D' t3;

                print 'Simpson evenness index De' t4;

                print 'the most abundant taxon (%)' truemax;

    do i=1 to &times;

         if &auto='yes' then max=N;

         else max=&max;

         do j=&cut to max by &cut;

        run recr(X,j,random);

                DivR=ncol(loc(random>0));

                Max=max(random)/sum(random);

                nonzero=random[loc(random>0)];

                run final(nonzero,indices);

                outt=DivR||Max||indices||j||i;

        output=output//outt;

         end;

    end;

       outstat=output;

FINISH STATS;

START STAT2(X,outstat); * - MODULES EXECUTING THE SUBSAMPLING SIMULATION;

    Z=t(X); * - data (counts of specimens);

    Div=ncol(loc(Z>0)); * - number of taxa in a sample;

        N=sum(Z); * - number of specimens in a sample;

        truenonzero=Z[loc(Z>0)];

        run final(truenonzero,even);

        t1=even[,1];

        t2=even[,2];

        t3=even[,3];

        t4=even[,4];

        truemax=max(truenonzero)/sum(truenonzero);

                print 'actual sample diversity' Div;

        print 'actual sample size' N;

                print 'shannon diversity index H' t1;

                print 'shannon evenness index E' t2;

                print 'Simpson diversity index D' t3;

                print 'Simpson evenness index De' t4;

                print 'the most abundant taxon (%)' truemax;

        do i=1 to &times;

     do j=&number to &number;

        run recr(X,j,random);

                DivR=ncol(loc(random>0));

                Max=max(random)/sum(random);

                nonzero=random[loc(random>0)];

                run final(nonzero,indices);

                outt=DivR||Max||indices||j||i;

        output=output//outt;

      end;

    end;

       outstat=output;

FINISH STAT2;

if &raref='yes' then do;

RUN STATS(X,outstat);

end;

else do;

RUN stat2(X,outstat);

end;

create random from outstat;

append from outstat;

close random;

QUIT;

run;

data report;

        set random;

                diver=col1;

                                maxtax=col2;

                                H=col3;

                                E=col4;

                                D=col5;

                                De=col6;

                n=col7;

                iter=col8;

                drop col1-col8;

proc sort;

        by n;

Title3'OUTPUT 1: Raw resampling output sorted by n (number of specimens) and i (number of iterations)';

proc print;

proc univariate noprint;

        var diver maxtax H E D De;

        by n;

        output out=final1 n=iter mean=div maxtax H E D De std=std_div std_max std_H std_E std_D std_De

                          PCTLPRE=P_div P_max P_H P_E P_D P_De PCTLPTS=2.5 25 75 97.5;

data final2;

set final1;

SE_P_div=div+std_div;

SE_M_div=div-std_div;

Title3'OUTPUT 2: Summary estimates of species richness and diversity indices';

proc print;

proc plot;

plot div*n='.';

Title3'rerafaction curve (in case of subsampling, only one data point will show)';

run;

quit;

_____________________________________________________________________________________________

Code 3.5. Multi-sample rarefaction (after Scarponi and Kowalewski, 2007).

______________________________________________________________________________
************************************************************************

DESCRIPTION

This code performs a multi-sample rarefaction. A dataset should consist of columns of values. Each column represents a sample and each row represents a different taxon (e.g., species). Each value represents a number of specimens representing that species. The number of rows with non-zero values represents sample diversity (taxon richness).

************************************************************************

SAS/IML Code written by Michal Kowalewski (Virginia Tech). This version last updated on March 15, 2010
************************************************************************

NOTES

1. This code performs a multi-sample rarefaction.

2. The dataset should consist of columns of values.

3. Each row represents a different taxon (e.g., species).

4. Each value represents number of specimens representing that species.

5. The number of rows with non-zero values represents sample diversity (taxon richness).

6. Zero values are allowed, but will be disregarded.

7. The sum of values across rows represents the total number of specimens (sample size).

WARNINGS

1. The outputs are not rounded.

2. For larger samples (>1000 specimens), running time-efficient simulation can be achieved either by setting low iteration number (100 is usually sufficient to get decent estimates) or by using a fast computer.

3. Start with a small number of iterations (times=10) to make sure the program works and to assess how long it takes to run iterations. Note that the computational time increases at a non-linear rate with the number of iterations. That is, if it takes 1 minute to run 100 iterations, 1000 iterations typically will take MUCH MORE time than 10 minutes.

EXPLANATION OF SYMBOLS USED IN THE OUTPUTS

OUTPUT 1: The summary estimates from the simulations:

n - subsampled sample size

iter - number of iterations

div - mean diversity (averaged across a given set of iterations)

std_div - standard deviation of a given variable (e.g., std of diversity)

P_div2_5 - lower 95% confidence limit (2.5 percentile) for a given variable

P_div25 - lower 50% confidence limit (25 percentile) for a given variable

P_div75 - upper 50% confidence limit (75 percentile) for a given variable

P_div97_5 - upper 50% confidence limit (97.5 percentile) for a given variable

********************************************************************;

* THE CODE BEGINS HERE;

OPTIONS linesize=256 pagesize=5000;

*--ENTER THESE MACROVARIABLES;

%let times=100;  * - number of iterations to estimate confidence intervals;
*--RAREFACTION MACROVARIABLES;

%let sam=3; * - number of samples to be included in the analysis;
%let cut=3; * - standardized number of specimens per sample;
**********************************************************************;

*ENTER DATA

Note 1: Replace columns of numbers below with your data.

Note 2: You can simply copy-and-paste from Excel or other file containing your data.

Note 3: Modify in according to number of columns present in your dataset, the Loc1-Loc4 line (e.g., if your dataset is composed by 9 columns you should write: loc.1-loc.9).

Note 4: No missing values are allowed.

Note 5: Zero values are allowed.

Note 6: Only integers are allowed.

After completing all above steps you should be ready to run your data. Click on a running man on the SAS taskbar;

**********************************************************************;

Title1'Multi-sample rarefaction (SAS/IML)';
Title2'written by M. Kowalewski, 12/02/2004';
DATA new;
        infile cards;
        input loc1-loc4;
cards; * this data step will generate a sas-dataset called 'new';
1 3 17 5
2 4 0 4
5 5 0 143
6 6 0 0
17 7 45 0
42 4 8 12
6 2 32 0
0 9 194 0
32 0 4 0
0 17 1 1
1 0 0 2
;
run;
PROC iml;
USE new;
READ all var _num_ into V;
START weight (X,Y);
  k=ncol(X);
   do i=1 to k;
     s=X[1,i];
     z=repeat(i,1,s);
     zz=zz||z;
   end;
   zzz=t(zz);
   Y=zzz;
FINISH weight;
START ranvec(in,frac,v_out);
      k=nrow(in);
      v_index=in;
   do i=1 to k;
      rand=floor((k-i+1)*ranuni(0) + 1);
      v_ran=v_ran||v_index[rand];
      v_index=remove(v_index,rand);
   end;
      temp=t(v_ran[,1:frac]);
      v_out=temp;
FINISH ranvec;
START recr(X,frac,out);
      Z=t(X);
      k=ncol(Z);
      run weight(Z,Y);
      run ranvec(Y,frac,YY);
      do i=1 to k;
      a=i#(YY=i);
          ab=sum(a)/i;
      abun=abun//ab;
      end;
          *out=abun[loc(abun>0),];
      out=abun;
FINISH recr;
START FINAL(X,out);
 tot=&sam*&cut; *-total number of specimens that will be resampled;
 Z=X; * - original data matrix (columns=samples) (rows=species);
 index=t(1:ncol(Z));
 do i=1 to &times;
  run ranvec(index,&sam,sam);
  rand=Z[,sam]; *-subset of samples, with number of samples defined by the macrovariable "sam";
  do j=1 to ncol(rand);
   a=rand[,j];
   run recr(a,&cut,random);
   b=b||random;
   c=b[,+];
 end;
   b=shape(0,nrow(rand),1);
   DivR=ncol(loc(c>0));
   outt=DivR||&sam||&cut||tot||i;
   output=output//outt;
end;
 out=output;
FINISH FINAL;
RUN FINAL(V,out);
create random from out;
append from out;
close random;
QUIT;
run;
data report;
        set random;
                div=col1;
                samples=col2;
                sam_n=col3;
                tot_n=col4;
                iter=col5;
                drop col1-col5;
proc print;
proc univariate noprint;
        var div;
        output out=final1 n=iter mean=diver std=std PCTLPRE=P_ PCTLPTS=2.5 25 75 97.5;
proc print;
run;
quit;

Code 3.6. Generalized Monte Carlo test (serial algorithm) applied to the trilobite data.

_______________________________________________________________________________
****************************;

* Paleontological Society Short Course;

* Chapter 2: "Resampling Methods in Paleontology";

* by Michal Kowalewski and Phil Novack-Gottshall;

* SAS/IML CODE 3;

* written 2/27/2010 by M. Kowalewski (michalk@vt.edu);

****************************;

*Generalized Monte Carlo test (serial algorithm);

%let times=10000;

proc iml;

X={190 193 209}; * - first sample;

Y={169 173 178}; * - second sample;

X1=X;

X2=Y;

n1=ncol(X1);

n2=ncol(X2);

am=X1[:]-X2[:];

   start=ceil(&times*ranuni(0));

   print 'actual data are located at location number' start;

   start2=start-1;

   do j=start to &times;

    if j=start then Z1=X1; 

    if j=start then Z2=X2;


if j^=start then do;

    loc1=ceil(n1*ranuni(0));

    loc2=ceil(n2*ranuni(0));


card1=Z1[loc1];


card2=Z2[loc2];


card3=remove(Z1,loc1);


card4=remove(Z2,loc2);


Z1=card2||card3;


Z2=card1||card4;


end;

    ZZ1=ZZ1//Z1;

    ZZ2=ZZ2//Z2;


jj=jj//j;

   end;

   do m=1 to start2;


k=start2-m+1;


if m=1 then V1=X1;


if m=1 then V2=X2;

    loc1=ceil(n1*ranuni(0));

    loc2=ceil(n2*ranuni(0));


card1=V1[loc1];


card2=V2[loc2];


card3=remove(V1,loc1);


card4=remove(V2,loc2);


V1=card2||card3;


V2=card1||card4;

    VV1=VV1//V1;

    VV2=VV2//V2;


kk=kk//k;

   end;

   ZZ=(VV1||vv2)//(ZZ1||ZZ2);

   d1=(ZZ1[,:]-ZZ2[,:])||jj;

   d2=VV1[,:]-VV2[,:]||kk;

   dm1=d2//d1;

   dm2=ZZ||dm1||shape(am,nrow(dm1),1);

create out from dm2;

append from dm2;

close out;

data final;

 set out;

 dm=col7;

 loc=col8;

 am=col9;

 if abs(dm)>=am then p=1;

 else p=0;

 p2=p/&times;

 drop col7-col9; 

proc sort;

 by loc;
proc print;

*proc gplot;

* plot dm*loc=p;

proc univariate noprint;

 var p2;

 output out=out1 sum=p2;

proc print;

run;

quit;

_______________________________________________________________________________
Code 3.7. Monte Carlo simulation of completeness (after Kowalewski et al. 1998).

___________________________________________________________

Computer algorithm used to simulate effects of sampling on the completeness estimates. The program is designed for r = 50 (r - resolution/binning). To modify r, change the module "data random", or contact the author.

* ENTER MACROVARIABLES AND LABELS *;

%let n=18;



* define sample size *;

%let times=1000;


* number of iterations *;

%let range=850;


* age range within the sample *;

%let complet=0.6470588235294;
* the actual completeness of the sample *;

title1*simulation of sampling effect on within-sample completeness of the record*;

title2*based on resampling a uniform distribution*;

title3*age range=&range, n=&n, actual completeness=&complet iterations=&times*;

* SAS PROGRAM (NO MODIFICATIONS ARE REQUIRED) *;

data random;


do j=1 to &times;



do i=1 to &n;




k=&range*ranuni(0);




if k/100-floor(k/100)<0.5 then 
w=floor(k/100)*100;




else w=floor(k/100)*100+50;




output;



end;


end;


keep j w;


proc freq noprint;


by j;


tables w /out=a;

run;

proc univariate data=a noprint;


var w;


by j;


output out=b n=n;

run;

data final;


set b;


z=n/(&range/50);


if z<=&complet then y=1;


else y=0;


keep z y;

run;

Title4'the expected sample completeness and its 95 and 99 confidence intervals';

proc univariate data=final noprint;


var z;


output out=result mean=mean n=iter pctlpre=p pctlpts=0.5 2.5 97.5 99.5;

proc print;


run;

proc univariate data=final noprint;


var y;


output out=result2 sum=p;


run;

Title4'Probability that the original sample came from 100%-complete, uniformly distributed record';

data prob;


set result2;


prob=p/&times;


proc print;


run;












___________________________________________________________

Code 3.8. How many iterations are needed for exhaustive models.

___________________________________________________________

****************************;

* Paleontological Society Short Course;

* Chapter 2: "Resampling Methods in Paleontology";

* by Michal Kowalewski and Phil Novack-Gottshall;

* SAS/IML CODE 3;

* written 3/03/2010 by M. Kowalewski (michalk@vt.edu);

****************************;

***********************************************************************
This program explores number of iterations needed to perform exhaustive bootstrapping (complete enumeration) and randomization for two-sample problems. This is useful to justify the application of Monte Carlo approximation such as "uniform" or "balanced" bootstrap (e.g., if your two samples have sample sizes n1=10 and n2=8, the table generated by this code will tell you that exhuastive bootstrap would require 9.1x1012 iterations (clearly, not feasible on a standard desktop or laptop).
Symbols:

n - refers to the combined number of observations in two samples

n1 - refers to the number of observation in the first sample

n2 - refers to the number of observation in the second sample

Notes:

The module "factorial" computes full factorials only if start=1

If you need to estimate number of iterations for notable larger

samples (e.g., 55), specify your "nmin", "nmax", "nmin2", and "nmax2"

using that single value (e.g., '%let nmin=55' etc.)

WARNING: Due to high CPU demands of this code at large n, you may be unable to explore values above nmax2=100 on a desktop computer for bootstrap value (also, watch for the SAS "oveflow error" in the log file). In any case, for n>100, exhuastive approaches are usually neither feasible nor needed.

**********************************************************************

Written by Michal Kowalewski, 03/06/2010;

proc iml;

* enter macrovariables for two sample randomization;

%let nmin=20; * - specifies the smallest sample size to be evaluated (nmin>1);

%let nmax=1; * - specifies the largest sample size to be evaluated;

* enter macrovariables for two sample bootstrap;

%let nmin2=20; * - specifies the smallest sample size to be evaluated (nmin>1);

%let nmax2=1; * - specifies the largest sample size to be evaluated;

* enter macrovariables for one-sample bootstrap;

%let n=20; * - specifies the sample size to be evaluated;

* a module that computes factorials;

start factorial(start,end,output);

do i=start to end;

 if i=start then a=1;

 else a=b;

 b=i*a;

end;

output=b;

finish factorial;

* this module estimates the number of iterations/replicates

  needed to perform exhaustive two-sample bootstrap;

do n=&nmin to &nmax;

if n>3 then do;

do i=0 to floor(n/2)-1;

n1=floor(n/2)-i;

n2=n-n1;

k1=n+n1-1;

k2=n+n2-1;

d=abs(n1-n2)/n;

run factorial(n,k1,out1);

run factorial(1,n1,out2);

run factorial(n,k2,out3);

run factorial(1,n2,out4);

c1=out1/out2;

c2=out3/out4;

c_t=c1*c2;

comb=n||n1||n2||d||c_t;

comb2=comb2//comb;

end;

end;

end;

report1=comb2;

varnames={'n' 'n1' 'n2' 'abs(n1-n2)/n' 'no_iter'};

create r1 from report1 [colname=varnames];

append from report1;

close r1;

proc print data=r1;

* this module estimates number of iterations/replicates

  needed in two-sample exhaustive randomization;

proc iml;

start factorial(start,end,output);

do i=start to end;

 if i=start then a=1;

 else a=b;

 b=i*a;

end;

output=b;

finish factorial;

do n=&nmin2 to &nmax2;

if n>3 then do;

do i=0 to floor(n/2)-1;

n1=floor(n/2)-i;

n2=n-n1;

k1=n1+1;

d=abs(n1-n2)/n;

run factorial(k1,n,out1);

run factorial(1,n2,out2);

ct=out1/out2;

comb=n||n1||n2||d||ct;

comb3=comb3//comb;

end;

end;

end;

report2=comb3;

varnames={'n' 'n1' 'n2' 'abs(n1-n2)/n' 'no_iter'};

create r2 from report2 [colname=varnames];

append from report2;

close r2;

proc print data=r2;

* this module estimates number of iterations/replicates

  needed in one-sample exhaustive bootstrap;

proc iml;

start factorial(start,end,output);

do i=start to end;

 if i=start then a=1;

 else a=b;

 b=i*a;

end;

output=b;

finish factorial;

do k=1 to &n;

  if k=1 then number=k||1;

  else do;

  s1=k+1;

  f1=2*k-1;

  f2=k-1;

  run factorial(s1,f1,out_nom);

  run factorial(1,f2,out_denom);

  num=k||out_nom/out_denom;

  number=number//num;

  end;

end;

report3=number;

varnames={'n' 'no_iter'};

create r3 from report3 [colname=varnames];

append from report3;

close r3;

proc print data=r3;

run;

quit;
___________________________________________________________

Code 3.9. One-sample balanced bootstrap analysis of medians using example of the 10 monks.

_______________________________________________________

%let times=100;

data monks;

 infile cards;

 input monks;

 cards;

154

157

158

161

162

162

164

171

178

205

;

PROC IML;

USE monks;

READ all into X;

START RANVEC(in,v_out);

      k=nrow(in);

      v_index=in;

   do i=1 to k;

      rand=floor((k-i+1)*ranuni(0) + 1);

      v_ran=v_ran||v_index[rand];

      v_index=remove(v_index,rand);

   end;

      v_out=v_ran;

finish ranvec;

START MIXUP(X,times,template);

      n=nrow(X);

      template=t(1:n)*j(1,times,1);

   do i=1 to times;

      run ranvec(template[,i],out);

      template[,i]=t(out);

   end;

   do i=1 to n;

      run ranvec(t(template[i,]),out);

      template[i,]=out;

   end;

finish mixup;

START MEDIAN (X,median);

 if ncol(X)=1 then v=t(X);

 else v=X;

 n=ncol(v);

 ranks=rank(v);

 a=n/2-floor(n/2);

 if a=0 then do;

  med=(v[loc(ranks=n/2)]+v[loc(ranks=n/2+1)])/2;

  end;

  else do;

  med=v[loc(ranks=ceil(n/2))];

 end;

 median=med;

FINISH median;

run median(X,median);

START BOOT(Y,times,dist);

    X=Y;

    run median(X,aM);

    run mixup(X,times,template);

  do i=1 to times;

    RS=X[template[,i]];

    run median(RS,M);

    MM=MM//M;

  end;

  rmedian=MM;

  act=shape(aM,nrow(rmedian),1);

  dist=rmedian||act;

finish boot;

run boot(X,&times,dist);

create OUT from dist [colname={'rmedian' 'Act'}];

     append from dist;

close OUT;

proc univariate normal data=out;

   var rmedian;

axis1 label=(h=1.5 "Median monk height [cm]");

axis2 logbase=10
      major=(height=1)

      label=(angle=90 h=1.5 color=black

           "Number of bootstrap sample");

proc gchart data=out;

   vbar rmedian /midpoints=150 to 210 by 5 space=0 raxis=axis2 maxis=axis1 noframe coutline=red;

run;

quit;

Code 3.10. Simulations of the effect of multiple independent tests on the estimates of p.

_______________________________________
%let t=100; * number of tests;
%let s=100; * number of samples;
%let n=50; * number of specimens per sample;
%let alpha=0.05; * assumed significance level;
%let null=50; * the mean predicted under the null hypothesis;
%let std=100; * standard deviation used in the model;
data bonf;

 do k=1 to &t;

 do i=1 to &s;

  do j=1 to &n;

   x=&std*rannor(0)+&null;

   output;

  end;

 end;

 end;

proc univariate noprint mu0=&null;

 by k i;

 var x;

 output out=rep1 probt=p;

data rep2;

 set rep1;

 if p<&alpha then sign=1;

 else sign=0;

 if p<(&alpha/&t) then sign_B=1;

 else sign_B=0;

proc print;

proc gchart data=rep2;

 vbar p /midpoints=0.025 to 1 by 0.05;

proc univariate data=rep2 noprint;

 by k;

 var sign sign_B;

 output out=rep3 sum=n_p n_pB mean=mean_p mean_pB;

proc gchart data=rep3;

 vbar n_p /midpoints=0 to 10 by 1 discrete;

 vbar n_pB /midpoints=0 to 10 by 1 discrete;

proc univariate noprint;

 var mean_p mean_pB;

 output out=rep4 mean=mean_p mean_pB;

proc print;

run;

quit;

__________________________
Code 3.11. Two-sample bootstrap test for difference in means for circular (azimuth) data using Watson-Williams paarameter.  

_______________________________________

*A SAS/IML and SAS/STAT program for a two-sample bootstrap test for difference in means for circular (azimuth) data. The algorithm for the Watson-Williams two-sample test based on equations from Zar (1999, p. 626, Example 27.8). F statistic is not corrected (i.e., K=1, see Zar, 1999, Equation 27.11). The correction is not needed here because the probability density function for F is established empirically through bootstrap simulation. Bootstrap probability [p] calculated as follows: p=s+1/i+1, where s - number of bootstrap values larger than or equal to actual F and i - number of iterations (this equation includes the actual samples in computing p; see Manly, 1995). Written by M. Kowalewski. Note: This code was used recently by Dietl and Alexander (2000) to analyze changes in site selectivity of drilling on Cenozoic gastropods;
%let TIMES=999;       *--number of times to randomize;
%let DATA1='ang1.dat';   *--file containing first variable;
%let DATA2='ang2.dat';   *--file containing second variable;
Title1'2-sample bootstrap for circular data (Watson-Williams test)';

Title2'written by Michal Kowalewski, October 11, 1999';

DATA data1;

infile &DATA1;

input var1;

DATA data2;

infile &DATA2;

input var2;
PROC IML;

%let pi=3.1415926535;

USE data1;

READ all var{var1} into X1;

USE data2;

READ all var{var2} into X2;

START RANVEC(in,v_out);

 k=nrow(in);

 v_index=in;

 DO i=1 to k;

  rand=floor((k-i+1)*ranuni(0) + 1);

  v_ran=v_ran||v_index[rand];

  v_index=remove(v_index,rand);
 END;

 v_out=v_ran;

FINISH RANVEC;

START MIXUP(X,times,template);

 n=nrow(X);

 template=t(1:n)*j(1,times,1);
 DO i=1 to times;

  run ranvec(template[,i],out);

  template[,i]=t(out);

  END;

 DO i=1 to n;

  run ranvec(t(template[i,]),out);

  template[i,]=out;

 END;

FINISH MIXUP;

START WATSON(D1,D2,F);

 Y1=D1/(180/&pi);

 Y2=D2/(180/&pi);

 Y=Y1//Y2;

 C1=sum(COS(Y1))/nrow(Y1);

 S1=sum(SIN(Y1))/nrow(Y1);

 R1=sqrt(C1**2+S1**2)*nrow(Y1);

 a1=arcos(C1/(R1/nrow(Y1)))*(180/&pi);
 C2=sum(COS(Y2))/nrow(Y2);

 S2=sum(SIN(Y2))/nrow(Y2);

 R2=sqrt(C2**2+S2**2)*nrow(Y2);

 a2=arcos(C2/(R2/nrow(Y2)))*(180/&pi);

 C=sum(COS(Y))/nrow(Y); S=sum(SIN(Y))/nrow(Y);

 R=sqrt(C**2+S**2)*nrow(Y);

 mean_a=arcos(C/(R/nrow(Y)))*(180/&pi);

 Fstat=((nrow(Y)-2)*(R1+R2-R))/(nrow(Y)-R1-R2);

 F=a1||a2||mean_a||Fstat;

FINISH WATSON;

START BOOT(X1,X2,times,dist);

 RUN watson(X1,X2,aF); X=X1//X2; k=nrow(X1); j=nrow(X2);

 RUN mixup(X,times,template);

 Do i=1 to times;

   Y1=X[template[1:k,i]];

   Y2=X[template[(k+1):(k+j),i]];

   RUN watson(Y1,Y2,F);

   rF=rF//(i||F);

 END;

 rand=rF;
 act=shape(aF,nrow(rand),ncol(aF)); dist=rand||act; FINISH BOOT;

RUN BOOT(X1,X2,&times,dist);

CREATE OUT from DIST [colname={'i' 'r1' 'r2' 'mean-r' 'rF' 'a1' 'a2' 'mean_a' 'aF'}];

APPEND from DIST; CLOSE OUT;

DATA report;

 set OUT;

 if i=1;

 keep a1 a2 mean_a aF;

DATA count;

 set OUT;

 if rF>=aF then p=1;

 else p=0;

PROC univariate noprint;

 var p;

 output out=last sum=s N=n;

DATA prob;

 set last;

 n=n+1;

 p=(s+1)/n;

 keep p n;

DATA final;

 merge prob report;

PROC print data=final noobs split='*';

label a1='mean angle for the first sample';

label a2='mean angle for the second sample';

label mean_a='mean angle for pooled data';

label aF='Waston-Williams Stat. without K-factor correction';

label n='number of random samples (# iterations + 1)';

label p='probabil. that 2 samples have the same mean angle';

RUN;

QUIT;
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